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Advancing Data-Driven Broadband Seismic
Wavefield Simulation With Multiconditional

Diffusion Model
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Abstract—Sparse distributions of seismic sensors and sources
pose challenges for subsurface imaging, source characterization,
and ground motion modeling. While large-N arrays have shown
the potential of dense observational data, their deployment
over extensive areas is constrained by economic and logistical
limitations. Numerical simulations offer an alternative, but mod-
eling realistic wavefields remains computationally expensive. To
address these challenges, we develop a multiconditional diffusion
transformer for generating seismic wavefields without requiring
prior geological knowledge. Our method produces high-resolution
wavefields that accurately capture both amplitude and phase
information across diverse source and station configurations. The
model first generates amplitude spectra conditioned on input
attributes and subsequently refines wavefields through iterative
phase optimization. We validate our approach using data from
the Geysers geothermal field, demonstrating the generation of
wavefields with spatial continuity and fidelity in both spectral
amplitude and phase. These synthesized wavefields hold promise
for advancing structural imaging and source characterization in
seismology.

Index Terms—Diffusion model (DM), multiconditional gener-
ation, phase reconstruction, seismic wavefield simulation.
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I. INTRODUCTION

SEISMIC observations with denser source and receiver
geometries have become essential for high-resolution sub-

surface imaging, better event and phase detectability, and
more accurate source characterization and hazard assess-
ment. Although the number of seismometers in the world
keeps increasing [1, Fig. 2], and we have lowered the
magnitude completeness, the limited density of receivers
causes aliasing of wavefields and limits the resolution of
subsurface imaging. Source detection, location, and charac-
terization also suffer from this sparseness because of, for
example, the limited stacking power over receivers, the lack
of enough reference events for relative locations, and the
aperture of the seismic network. The limited number of
earthquakes also increases the uncertainty of ground motion
modeling. To overcome these challenges, here we propose
a data-driven multiconditional diffusion transformer to gen-
erate seismic wavefields at arbitrary receiver and source
locations.

Hoping to address these challenges, machine learning (ML)
has emerged as a promising path to synthesize seismic wave-
fields [2], [3]. The ML approach uses direct observational data,
while minimizing dependence on velocity models and source
parameter knowledge. Due to the data-driven procedure, ML
approaches potentially offer flexibility to simulate complex,
nonlinear wave propagation phenomena, which might be
difficult to capture with physics-based numerical methods.
Ni et al. [4] propose a sequence-to-sequence approach to
generate ambient-noise waveforms based on DAS recordings,
but their results are limited to low frequencies. Liu and Ma
[5] use diffusion models (DMs) to expand wavefields from
sparsely sampled data within predefined interpolation grids.
Their approach relies on prior seismic data, and it struggles
with irregularly distributed or spatially aliased datasets for
high frequencies (e.g., >1 Hz). Bridging these gaps demands
conditional generative models that can capture high-frequency,
high-wavenumber components from such datasets without
requiring prior data as input.

Generative models have shown potential to generate realistic
waveforms. However, generative adversarial networks (GANs)
have limitations, e.g., due to mode collapse [6], [7], [8],
where the generated outputs lack diversity and resemble the
training data excessively. Similarly, conditional variational
autoencoders (VAEs) have been successfully applied to wave-
form generation [9], [10], achieving reasonable performance
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Fig. 1. Schematic overview of CGM-Wave. This framework incorporates a diffusion process, noise manipulation, and a U-shaped transformer architecture,
conditioned on station locations, source coordinates, and magnitude. The adaptive PRM is designed to reconstruct the phase spectrum and produce the
waveform.

in capturing overall temporal-frequency structures, but they
tend to produce overly smoothed wavefields, limiting their
ability to preserve fine-grained temporal and spectral details
[11], [12], [13]. Therefore, in spite of the fact that Ren et al.
[10] produce a reliable spatial distribution of ground motion
parameters and arrival times for P- and S-waves, their detailed
wavefields (including phase) do not match very well to the
earthquake records. Other recent advances include a neural-
operator-based approach for rapid waveform modeling and
inversion to improve efficiency over traditional seismic analy-
sis methods [14]. While effective for approximating functional
mappings, this approach requires predefined physical models
or prior knowledge, which constrains their generalization to
complex and unknown geological environments. Despite their
encouraging results, these models primarily target spectra or
ground motions, or require physical knowledge, and they often
fail to reconstruct realistic wavefields containing both phase
and amplitudes.

Recently, DMs [15], [16] have emerged as powerful gener-
ative frameworks, capable of producing high-fidelity synthetic
data by progressively adding and reversing noise, resulting
in outputs with both quality and diversity [17]. DMs were
originally developed for image generation and have demon-
strated their ability to capture detailed spatial patterns in
real-world data [18]. DMs excel in capturing complex patterns
and structures, making them well-suited for seismic waveform
generation to simulate wavefields that closely mimic real-
world observations while preserving physical characteristics
and stochastic variability.

In this article, we present CGM-Wave, a diffusion-based
conditional generative modeling approach, which contains
diffusion processes and U-shaped transformers, for wavefield
generation with input parameters such as source and receiver
locations and source parameters (Fig. 1). Using the short-
time Fourier transform (STFT) to project seismic data into
the time–frequency domain, CGM-Wave enables the precise
generation of spectra that faithfully represent the temporal
and spectral dynamics of real-world wavefields. CGM-Wave
incorporates a stochastic differential equation within a Marko-
vian framework, to represent the stochastic characteristics of
seismic data caused by subsurface heterogeneities and complex
source mechanisms. A cross-attention mechanism provides
fine-grained control over the generative process, allowing one
to introduce domain-specific constraints and guide synthesis
toward more realistic waveforms. An adaptive phase retrieval
method (PRM) integrates seamlessly into our deep genera-
tive pipeline, promoting physically plausible and noise-robust
phase reconstructions for accurate synthesis.

Our goal is to learn representations of wave physics and
local subsurface models from observed data and to gener-
ate waveforms for arbitrary source and receiver locations.
Our model takes source and receiver geometries (and source
parameters) as input and generates the corresponding wave-
forms similar to physics-based numerical simulations, but
without expensive computational cost or prior knowledge of
the Earth’s subsurface or earthquake sources. For example,
we can generate (simulate) waveforms for future earthquakes,
so that we can use them for seismic hazard analysis or for
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acquisition design. More powerfully, the generated waveforms
are considered as a different realization of the real observation,
and they can be treated “as if” real observations, meaning that
the usual processing can be applied to infer real earthquake
processes and subsurface structures. In addition, the generated
waveforms at synthetic sensors can be considered as phys-
ically meaningful interpolation, and hence we can generate
observed waveforms for virtual dense arrays. This can be
used to identify previously unidentified phases due to spatial
aliasing, as well as to detect earthquake events by increasing
the stacking power over receivers. With these virtual sources
and receivers, we can further apply advanced full-wavefield-
based imaging and inversion methods that typically require
dense networks. This capability sets apart our ML generation
from traditional simulations, which are typically bounded to a
specific representation of the Earth. We focus on a data-driven
approach rather than physics-informed approaches to free
ourselves from specific physics and predetermined velocity
and source models.

To evaluate CGM-Wave, we use a dataset from the Geysers
geothermal field, the world’s largest geothermal site with fre-
quent induced seismicity due to energy production and water
injection. Its high-density seismic network with abundant
seismicity provides high-quality data, enabling rigorous model
validation. We demonstrate the ability to generate synthetic
wavefields at arbitrary sources and receivers that preserve
detailed time–frequency domain features and precise phases.
As a demonstration, we enhance the receiver density by five
times more than the actual network along a line for a synthetic
earthquake. This provides a spatially coherent earthquake
gather that makes it easier to identify seismic phases. The
frequency of the wavefields we generated is up to 15 Hz, and
the associated wavenumbers are much higher than the Nyquist
wavenumber, according to the actual receiver spacing. By
integrating observational data with data-driven representations
of the Earth’s physical processes, CGM-Wave establishes
a transformative paradigm for wavefield generation, offer-
ing a robust tool for seismic imaging, hazard assessment,
and beyond. In addition, CGM-Wave provides high-quality
augmented datasets that can enhance many downstream ML
applications, such as seismic phase picking, high-resolution
seismic imaging, and ground motion predictions.

We first present CGM-Wave, our diffusion-based conditional
generative model. Then, we evaluate CGM-Wave on the
Geysers dataset with different source and receiver conditions.
Finally, we then discuss data augmentation, validation strategy,
and limitations of CGM-Wave, followed by a brief conclusion.

II. METHODOLOGY

CGM-Wave is built based on a well-defined probabilistic
process via dual Markov chains that consist of forward and
backward steps (Fig. 1): first, we perform a diffusion process
that progressively transforms the seismic amplitude spectrum
into a predefined noise distribution such as Gaussian noise,
and second, we perform a denoising process that attempts to
recover the original data through a network. This network
includes a U-shaped transformer architecture to reconstruct
the energy distribution and attenuation patterns for seismic

amplitude spectrum synthesis. To enable realistic generation
of seismic wavefields, CGM-Wave has a module of PRM to
estimate the corresponding phase spectrum.

A. Diffusion Probabilistic Model

Given a data distribution q(x) and data x0 sampled from it,
the DM provides a framework to model complexities of q(x)
by gradually corrupting data x0. In Step 1 (forward), Gaussian
noise is incrementally introduced over K steps, transforming
x0 into a sequence of latent variables (x1, x2, . . . , xk, . . . , xK)
through a Markov process. Each transition is governed by a
Gaussian diffusion kernel

q (xk |xk−1) = N
�

xk;
p

1 − βk xk−1, βkI
�

(1)

where βk ∈ (0, 1) controls the magnitude of the noise at each
step, and N (µ, σ) represents a normal distribution with mean µ
and standard deviation σ. Using the properties of the Gaussian
kernel, the state xk can be expressed as a function of the initial
data x0 without stepwise computations of all intermediate
states

xk =
√
ᾱk x0 +

p
1 − ᾱkε (2)

in which
√
ᾱk =

Qk
i=1(1 − βi) represents the cumulative data

retention factor, and ε ∼ N (0, I) denotes a Gaussian noise.
As k approaches K, ᾱk converges to 0, and the forward
process gradually transforms the data into pure Gaussian noise
xK ∼ N (0, I), erasing all discernible structures. In Step 2
(reverse), the reverse denoising process reconstructs the orig-
inal data distribution by iteratively removing noise through
a series of Markov transitions. Starting from the standard
Gaussian distribution p(xk) ∼ N (0, I), the process uses a
learnable transition kernel pθ(xk−1|xk) to progressively generate
the final data distribution, pθ(x0). Each reverse transition is
modeled as a Gaussian distribution

p (xk−1|xk) = N (xk−1; µθ (xk, k) , σθ (xk, k) I) (3)

where the mean µθ(·) and variance σθ(·) are parameterized
by the DM θ. Through this iterative denoising process, the
network aims to approximate the true data distribution.

B. Conditional U-Shaped Transformer

For high-dimensional data, DMs have demonstrated effec-
tiveness when structured with a U-shaped architecture [19],
a structure which naturally aligns with image-like inductive
biases. While this design excels at capturing continuous spatial
features, our approach introduces a distinct inductive bias
for seismic data, emphasizing the representation of energy
distributions and attenuation patterns within the amplitude
spectrum. The model is built around a 2-D transformer that
extends its generative capabilities to a conditional distribution.
Given a distribution p(x), the model operates on noisy inputs
x ∼ p(x) through a series of downsampling blocks that pro-
gressively extract multiscale features. Each block (yellow box
in Fig. 1) uses a combination of ResNet-based convolutions
and cross-attention mechanisms to integrate both the spatial
and conditional information. A bottleneck further integrates
features via ResNet layers, serving as a bridge between the
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encoder and decoder stages. The upsampling blocks recon-
struct the data in reverse order, using skip connections to
incorporate intermediate features from corresponding down-
sampling stages.

To enable guided synthesis conditioned on seismic attributes
y, we use the transformer as a denoising autoencoder
that models the conditional distribution p(x|y). A learnable
domain-specific encoder projects the various attributes y into
intermediate representations. These conditional representations
are integrated into the model backbone through cross-attention
mechanisms. The training process leverages pairs of amplitude
spectra and corresponding attributes to optimize the model by
minimizing the objective

LDM = Ex,ε∼N (0,1),y,t ‖ε − εθ (xt, y, t)‖22 (4)

where time step t is uniformly sampled from a fixed Markov
chain with length T, xt denotes noisy data at diffusion time
step t, and εθ(xt, t) represents the model’s prediction of the
noise ε ∼ N (0, 1).

C. Phase Retrieval Method

Accurate phase reconstruction plays a crucial role in gen-
erating realistic wavefields, extending beyond just amplitudes
in the frequency or time–frequency domain. This allows us
to use the generated wavefields for phase identification and
wave-equation-based applications. We develop a PRM that
extends the traditional Griffin–Lim (GL) algorithm [20], while
generalizing it for broader applications. This method integrates
iterative optimization and differentiable spectrogram transfor-
mations to reconstruct waveforms with minimal phase errors.
Its framework includes forward and inverse spectrogram trans-
formations, ensuring consistency between the time-domain
signal and its frequency-domain representation. The forward
pass starts with a preinitialized phase spectrum, optimized
using the AdamW optimizer (with a learning rate scheduler)
to refine phase spectrum. The complex spectrum reconstructed
from the amplitude spectrum and the updated phase spectrum
is transformed back into the time domain. The inverse pass
applies the forward spectrogram transform to evaluate the
reconstructed signal and refine alignment with the amplitude
spectrum.

The objective function is similar to the GL algorithm,
and it combines amplitude spectrum consistency between the
reconstructed A′i(ω) and the generated Ai(ω), with sparsity-
inducing L1 and L2 regularization applied to the waveform
si(t),

LPR =
1
N

NX
i=1

�

ˇ̌Ai (ω) |−|A′i (ω)
ˇ̌

2

+λ ‖si (t)‖1+β ‖si (t)‖22
�
(5)

where N denotes the number of generations, and λ and β
are the weighting factors set to 0.01 based on empirical
validation. The L1 term encourages temporal sparsity to align
with the impulsive nature of seismic signals, while the L2
term stabilizes the solution by suppressing the unrealisti-
cally large amplitudes. This joint regularization guides the

Fig. 2. Study region and dataset overview. (a) Map of the Geysers geothermal
field, with the dashed polygon delineating the reservoir. The background color
illustrates the elevation, and the light color indicates high elevation. Blue
triangles indicate stations, while circles mark earthquake events used in this
study. The color of the circles and size scale with magnitude. (b) Distributions
of event magnitude and source-to-station distance for the earthquakes used in
this study for the training and validation datasets. (c) Map of a validation
seismic event (red star) and the stations (dark blue), along with a synthetic
linear array (light blue) across five real stations. (d) Spatial layout of the
included and excluded stations associated with the validation event.

optimization toward more physically plausible waveforms
and supplements the spectral-domain constraint by incorpo-
rating time-domain priors. Moreover, the method optimizes
multiple initializations of the phase spectrum from train-
ing dataset, selecting the result with the lowest loss across
iterations to avoid local optima and further improve phase
quality. The final optimized phase spectrum combines with
the amplitude spectrum to generate high-fidelity seismic
waveforms.

III. APPLICATION

The Geysers geothermal field [Fig. 2(a)] in Northern
California stands as one of the globe’s largest and most
enduring sources of geothermal energy since the early 1960s
[21]. The extensive exploration and use of this field have
led to significant hydrothermal activity and a high rate of
earthquakes. We use the Geysers geothermal field as an
example site to demonstrate CGM-Wave.

A. Dataset Preparation and Training

The dataset comprises raw waveforms recorded by 35
stations from the Berkeley Geysers and Northern California
networks between 2021 and 2022. We extract 500 seismic
events [Fig. 2(a)] with arrivals recorded across the networks,
with 50 of them reserved for validation and the remaining
used for training. This results in a total of 17500 earth-
quake records, of which 1750 belong to the validation set.
The datasets focus on vertical-component waveforms from
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Fig. 3. Data augmentation for expanding the training dataset. (a) Phase arrival
times estimated from surrounding stations at the epicenter using hyperbolic
equations based on constant velocity. (b) Shifts computed from DTW and
interpolation. (c) Alignment of waveforms across all stations using DTW,
followed by interpolation in the flattened space; vertical lines represent the
horizontally aligned time series. (d) Wavefield produced by restoring the
interpolated aligned volume.

small-magnitude earthquakes (ML < 2) occurring within the
reservoir region, less than 9-km epicentral distances [Fig.
2(b)]. To preprocess the raw data, we remove the mean
and trend, followed by bandpass filtering between 0.01 and
15 Hz and resampling to 100 Hz. The amplitude spectra
are normalized globally to stabilize the training process of
the model by ensuring numerical consistency across features
while preserving the amplitude balances between receivers and
earthquakes. The normalization parameters were recorded to
enable restoration of the amplitude spectra after prediction.
After predictions, normalized amplitude spectra are generated,
and we apply denormalization to restore them using the
normalization parameters.

To enable the model to capture patterns of waveform
propagation across the stations with reasonable spatial con-
tinuity, we use a physics-based data augmentation strategy
using phase-guided interpolation to expand the dataset. This
strategy begins by performing triangulation with surrounding
stations to identify the triangle enclosing the seismic source,
followed by phase-picking to detect P-wave arrivals at the
vertex stations. Assuming a constant velocity model, P-wave
arrivals at the epicenter are estimated using a hyperbolic
equation [Fig. 3(a)], and dynamic time warping (DTW) is
used to align waveforms at the vertices for interpolating the
epicentral waveform. Temporal shifts from DTW are used
to generate a shift volume within the aligned space [Fig.
3(b)] and produce a wavefield with spatially coherent phases
[Fig. 3(c)]. The shift volume restores the wavefield [Fig.
3(d)], synthesizing waveforms for unmonitored regions and
expanding the dataset to expose the model to wider source-
station spatial configurations.

To train the DM, we adopt a forward diffusion process that
integrates noise scheduling and conditioning inputs. During

training, Gaussian noise is incrementally added to the ampli-
tude spectra x at randomly sampled timesteps (t ∈ T ). This
controlled addition of noise ensures a smooth transition from
the original data to a noise-dominated state by simulating
the forward diffusion dynamics. The model is optimized to
predict the noise residual for denoising. The amplitude spectra
computed by STFT serve as input data x. The generated
amplitude spectra are conditioned on descriptive embeddings
derived from input attributes, including earthquake magnitude,
depth, source coordinates, and station locations. Optimization
is performed using the AdamW optimizer with an initial
learning rate of 1 × 10−5, complemented by a learning rate
scheduler to ensure smooth convergence.

B. Validation of Model Performance
1) Wavefield Generation Within Validation Dataset: We

evaluate the generated waveforms against the ground truth
from a seismic event randomly extracted from the validation
dataset. Hence, the network has not encountered the validation
earthquake during training. We test its ability to position a
source at any location within the area of interest and assign it
a magnitude of our choice. Note that in this section, we use
the stations at physical locations; while in the next sections,
we put stations at arbitrary locations as well. As shown in
Fig. 4(a), the generated waveforms not only closely match
the real data but also demonstrate consistent P- and S-wave
arrivals detected using PhaseNet [22], despite the absence of
phase information as conditioning inputs.

The generated waveforms replicate the amplitude decay
patterns of real data over time, indicating the efficacy of
incorporating source and station locations into the condi-
tioning inputs. Furthermore, the frequency [Fig. 4(b)] and
time–frequency attributes (Fig. 6) of the generated results
exhibit resemblance to those of the real data. To quantitatively
evaluate the model performance, we compute mean squared
error (MSE) and normalize cross correlation (NCC) between
ground truth and generations over all 50 earthquakes in the
validation set in the frequency domain [Fig. 4(c)]. The primary
discrepancies are observed within the 0–3-s time window
and 4–8-Hz frequency band, likely due to the complexity of
transient signals and mid-range frequencies.

2) Wavefield Generation With Arbitrary Sources and Arbi-
trary Receivers: In Fig. 4, we validate synthetic wavefields by
comparing the wavefields for an earthquake in the validation
dataset. For the purpose of generating wavefields at arbitrary
sources and receivers, in this section, we further validate gen-
erated wavefields at receivers that are excluded from training
and earthquakes that are in the validation dataset.

We intentionally exclude two stations from the training
datasets [light blue triangles in Fig. 2(c)], and then we task the
model with generating wavefields at these excluded stations.
Comparisons of the generated amplitude spectra and recon-
structed waveforms with ground-truth data reveal an alignment
[Fig. 4(d) and (e)]. The PRM minimizes phase inconsisten-
cies, while preserving waveform sparsity and smoothness,
ensuring the physical realism of the generated wavefields.
These wavefields replicate key spectral and temporal features
observed in the ground-truth data, including phase arrivals and
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Fig. 4. Comparison of observed and synthetic waveforms on the validation dataset. Each trace is aligned by the distance from the epicenter. (a) Real data
and synthetics generated by CGM-Wave, with vertical lines indicating P- and S-wave arrival times, calculated using PhaseNet. The IDs in each trace are
the International Federation of Digital Seismograph Networks (FDSN) and station codes. (b) Frequency spectra of observed and generated waveforms. (c)
Variations between generated waveforms and ground truth across different frequency ranges. (d) Synthetic seismic wavefields for two excluded stations (first
row) from training, with (e) ground-truth spectrograms (first row) and generated spectrograms (second row) for comparison. (f) Frequency-domain and (g)
time-domain comparisons of observed and synthetic wavefields along the linear array in real (red) and synthetic (blue) stations.

frequency-dependent amplitude variations. A small time shift
is observed in the generated wavefields, consistent with some
traces shown in Fig. 4(a). This shift likely arises from a
bulk phase adjustment across all the frequencies during the
PRM step. Although future tests are needed to investigate
such phase shift, the time shift remains minimal, and the
generated wavefields retain their utility for most of down-
stream applications. This test emphasizes the capability of
the model to encode data-driven representations of Earth’s
physical processes, enabling the data generation in regions
with sparse observational coverage, without requiring prior
knowledge of subsurface properties or seismic sources.

3) Generation of Earthquake Records With a Linear
Receiver Array: As a potential application of CGM-Wave,
we simulate seismic waveforms in a synthetic line array
that spans five real stations from a validation seismic event
[Fig. 2(d)]. This setup enables the generation of seismic
waveforms both at the stations and in the interpolated regions
between them. Shot gathers have been used for structural
imaging. They can display the effects of earthquake rupture
and measure the amplitude distribution and peak frequen-
cies along the dense sampling. Hence, the generation of
shot gathers is an important task for CGM-Wave for further
applications.

The generated wavefields closely match the observations
at the five stations with known data [Fig. 4(f)]. The gener-
ated amplitude spectrum reveals alignment with the expected
spectral characteristics, indicating that the model captures the

frequency content of seismic signals [Fig. 4(g)]. For the virtual
stations between the real stations, the generated waveforms
exhibit a physically consistent move-out pattern of phase and
amplitudes. Based on the velocity models presented by [23],
[24], the velocities on the north side are smaller than the
south side especially south of NC.GDXB. This is consistent
with what we observe in the generated wavefields. The south
side contains a slow velocity anomaly (separation of upper
and lower reservoirs; [25]), which can be related to the phase
nearly 1 s after the direct S-wave. The spatial continuity of this
second phase becomes clearer after wavefield generation. The
velocity anomaly starts around NC.GDXB, which potentially
causes complicated wavefields with later phases in these two
south synthetic receivers. Further investigation is needed, but
the generated wavefields follow the general velocity structures
obtained by seismic tomography. Such consistency suggests
its potential to generalize beyond the training data, and it sug-
gests that the model effectively encodes the wave propagation
dynamics.

C. Comparative Experiment With Other PRMs
To assess the performance of the proposed PRM, we com-

pare seismic wavefields reconstructed using the PRM and the
conventional GL algorithm with the ground truth [Fig. 5(a)].
While the GL algorithm can approximately recover phase
characteristics, noticeable mismatches with the ground-truth
wavefield persist [Fig. 5(b)]. In contrast, the PRM effectively
mitigates these discrepancies [Fig. 5(c)], delivering improved
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Fig. 5. Comparison of different PRMs. (a) Ground-truth seismic wavefields
(black). (b) Comparison between the ground truth and the reconstructed
wavefields (cyan) using the GL method. (c) Comparison between the ground
truth and the reconstructed wavefield (blue) using the PRM method. (d)
Iterative updates of the phase spectrum within the PRM method, showing
the refinement of the reconstructed wavefields (blue) toward the ground truth
(black).

quality of phase retrieval and achieving reconstructions that
more closely align with the ground truth. As shown in
Fig. 5(d), the iterative updates of the phase spectrum within
this method demonstrate the progressive refinement of the
wavefield toward the desired result.

D. Comparative Experiment With Other Deep Learning
Models

To evaluate the performance of the proposed DM, we
conduct a comparison experiment using the validation dataset
to benchmark the generated spectrograms against the ground
truth [Fig. 6(a)] and other state-of-the-art models, includ-
ing a variational autoencoder (VAE; CGM-GM, [10]) and a
VAE-GAN model. The DM [Fig. 6(b)] produces spectrograms
that closely align with the ground truth, preserving spectral
continuity and faithfully reconstructing patterns of amplitude
decay and noise characteristics. In contrast, the VAE model
[Fig. 6(c)] captures the overall spectral structure but exhibits
excessive smoothing, particularly in high-frequency regions,
which diminishes the fidelity of fine-grained details. The
VAE-GAN model [Fig. 6(d)] improves spectral sharpness and
contrast, particularly in higher frequency bands, but introduces
artifacts and lacks the phase fidelity achieved by the DM. This
limitation likely stems from the adversarial training dynamics
prioritizing visual realism over physical accuracy. The results
demonstrate that the DM outperforms the VAE and VAE-GAN
models by generating spectrograms that more accurately repli-
cate the spectral and temporal complexities of real data.

Fig. 6. Comparison of real and synthetic spectrograms across ML models
on the validation dataset. (a) Ground-truth spectrograms. (b) DM results.
(c) CGM-GM (VAE) results. (d) VAE-GAN model results.

IV. DISCUSSION

In this section, we discuss the broader implications, current
limitations, and future extensions of our framework, including
its generalizability, physical consistency, and opportunities for
incorporating additional constraints.

A. Applications and Regional Generalization

The wavefields generated by CGM-Wave represent a
promising approach for improving results of various seis-
mic applications. For example, the generated waveforms can
enhance ground motion prediction models by providing gen-
erative observations for regions where physical data collection
is sparse. By synthesizing accurate wavefields in regions with
sparse sources and receivers, we enhance spatial imaging
resolution and enable more detailed subsurface modeling and
seismic analysis.

Although CGM-Wave performs reliably in the Geysers
geothermal field characterized by dense station coverage and
low-magnitude seismicity, its applicability to regions with
sparser or less optimal seismic networks invites further explo-
ration. A critical future direction is to determine the minimal or
optimal station configurations necessary for achieving robust
waveform reconstruction. One promising avenue is to extend
our current framework into a multistation wavefield generation
model that learns interstation dependencies. This design may
offer improved resilience to sparse-array conditions and enable
interpretable assessments of station importance. Such develop-
ments could broaden the model’s applicability to a wider range
of geophysical settings with uneven network geometries.
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B. Limitations and Physical Considerations
While the generated wavefields to densify the existing

network are encouraging, stably generating high-frequency
wavefields at arbitrary station locations remains challeng-
ing, when considering local structural anomalies. Observed
discrepancies between synthetic and real wavefields high-
light the combined influence over source-path-site effects.
Although data augmentation has been used to mitigate
this issue by improving data diversity, it also risks
introducing biases that hinder generalization to unseen
scenarios.

Moreover, the model learns to replicate seismic patterns
and propagation effects specific to the training distribution
by encoding regional geological features, such as velocity
structures and attenuation characteristics. This regional spe-
cialization limits it to generalizing to geologically distinct
settings, as any inference beyond the training scope lacks
physical grounding and is unreliable. The absence of explicit
physical constraints limits the data-driven model to ensure
the physical consistency of wavefield extrapolation. Such
physical constraints can also enhance the model’s physical
interpretability. To solve this issue, embedding physics-
informed components such as Fourier neural operators
(FNOs) [26] into the architecture represents promising
directions for future work. These extensions would allow
CGM-Wave to incorporate 3-D structured fields represent-
ing subsurface velocities and vectors that encode more
source characteristics such as rupture direction and moment
tensor.

Interestingly, based on our experiments, generating wave-
fields for arbitrary earthquakes is relatively easy compared
with generating wavefields for arbitrary stations. We speculate
that a possible reason is that the earthquakes are distributed
more densely than the receivers, although the earthquake
distribution is in 3-D, and the variation in the site effects
among receivers is larger than the variation in the structure
around sources. Needless to say, the density of both the sources
and receivers is essential for the model’s performance. Sparse
data coverage limits the model’s ability to capture fine-grained
spatial and temporal variations.

C. Architectural Implications and Tradeoffs
Training DMs presents challenges due to their iterative

sampling nature, which imposes a high computational cost
and necessitates careful hyperparameter tuning. Exploring
adaptive noise schedules and model compression techniques
could improve training efficiency while preserving perfor-
mance. These advancements will be critical for enhancing
the scalability of diffusion-based approaches across larger and
more heterogeneous geophysical datasets.

Another consideration is the formulation of the predic-
tion target. An alternative to noise prediction is training the
model to directly reconstruct the clean spectrogram. This
strategy aligned with recent developments in data-prediction
DMs [27] has been shown to mitigate error accumulation
during sampling, leading to improved precision and fewer

residual artifacts. Nevertheless, this approach may constrain
generative diversity and increase overfitting risks in data-
limited cases. The choice between noise- and data-prediction
paradigms should be guided by application priorities to bal-
ance between uncertainty quantification and reconstruction
quality.

Finally, our architecture processes each station data indepen-
dently. While this design enables deployment across varying
station counts, it also poses challenges for evaluating the
informativeness of individual stations. Standard attribution
techniques that rely on joint input representations to assess
cross-station dependencies are not applicable. Quantifying
station-level contributions within this architecture remains
nontrivial. To address this limitation, future work could
extend the diffusion framework to support multistation wave-
field generation. Such models would enable the learning of
cross-station interactions and provide interpretable insights
into the relative importance of stations during training and
inference.

D. Incorporating Surface Topography Effects

Surface topography often imposes a measurable influ-
ence on seismic wave propagation in the near-surface layers
where terrain curvature can induce site-specific amplifi-
cations and scattering. Despite its relevance, topographic
information is often overlooked in data-driven models due
to challenges in representation and integration. In future
extensions of our framework, digital elevation models (DEMs)
and their derived attributes can be introduced as additional
conditioning inputs to inform the model of near-surface
structural variability. These features can be encoded as
auxiliary inputs alongside source and receiver coordinates
to learn terrain-related patterns in spectrogram generation.
Integrating topographic information represents a promising
direction for improving the adaptability of diffusion-based
seismic data generation models in geologically complex
regions.

V. CONCLUSION

This study presented CGM-Wave, demonstrating the poten-
tial of DMs for generating high-fidelity seismic waveforms.
By integrating the STFT and an adaptive phase retrieval,
our CGM-Wave framework produces wavefields that accu-
rately capture temporal, spectral, and noise characteristics of
real seismic data. Validation using data from the Geysers
geothermal field confirms the method’s ability to replicate seis-
mic wavefields, including reasonable P- and S-wave arrivals,
waveform moveout related to the source–receiver offsets, and
amplitude decay in time and space domains. Quantitative
evaluation of the generated waveforms indicates alignment
with real data, achieving spectral coherence across the target
frequency range.

Our results for generated wavefields for both phase and
amplitude highlight the applicability of our model to enhanc-
ing seismic imaging, phase picking, magnitude estimation,
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and source characterization in data-scarce regions. Future
efforts will focus on integrating physical constraints to further
improve realism for seismic hazard assessment and subsurface
characterization.
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